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ABSTRACT

We explore catastrophic forgetting in the context of large pre-trained models. By
considering forgetting as a geometric problem in the input space of each weight
matrix, we uncover a natural retention objective under which updates produced
by gradient-based optimizers are suboptimal. Following this observation, we
propose Local Support Learning (LSL), a general-purpose framework that aug-
ments gradient-based training for retention of prior capabilities without access
to prior data. During a new learning phase, LSL pairs two components with
distinct roles: a standard weight adapter, trained as usual to minimize the loss,
and a gating function that enables the adapter only on input activations from its
own training distribution, making the update local to that distribution. The key
challenge is that this gate must route data from all learning phases while train-
ing only on data from the current one. We address this with a gate based on a
Gaussian Mixture Model (GMM), whose likelihood decays rapidly away from
its training data, giving it a natural tendency to stay closed on data from prior
phases. We show that this post-training approach can resolve forgetting in LLMs
of up to 7 billion parameters, retaining both pretrained and finetuned capabilities
across multiple training phases, while being efficient in memory and compute, ro-
bust to hyperparameter choice, and showing scaling potential. Website and code:
https://github.com/assafbk/local_support_learning
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Figure 1: Avoiding catastrophic forgetting with Local Support Learning. (Left) We augment
gradient-based training with a mechanism that retains prior capabilities without access to prior data.
The key component is a gating function that enables the weight adapter only on input activations
from its training distribution. Interestingly, conventional MLP classifiers are not well suited for
this task. Instead, we propose a GMM-based gate that tends to stay closed on prior data it has
never encountered. (Right) 1D illustration of the GMM-based gate. Φpos (orange) captures the
distribution of the finetuning data, while the wider Φneg (blue) dominates elsewhere - ensuring that
data outside the current distribution is routed only to the pretrained weights.

1 INTRODUCTION

The modern deep learning paradigm first pretrains a neural network on a large dataset and then
adapts it to desired tasks and behaviors through additional finetuning phases (Ouyang et al., 2022;
Wei et al., 2022; Rozière et al., 2024). However, neural networks tend to forget previously learned
capabilities when adapting to new data - a phenomenon known as catastrophic forgetting (Mc-
Closkey & Cohen, 1989). Forgetting hinders multi-phase learning, as capabilities acquired during
pretraining and previous finetuning phases often get overwritten (Biderman et al., 2024).

†Work done while visiting the Spoken Language Systems group at MIT CSAIL
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Figure 2: Catastrophic forgetting - toy example. (Data) We train over six classes in two phases:
“Pretraining” (points in blue), and “Finetuning” (points in red). (Pretrained) Classifier trained on
the pretraining data. The background colors are the learned decision boundaries - depicting a perfect
score on the observed distribution. (Pretrained + FT) We continually train the model on two other
classes. The model performs well on data from the second phase (red), yet the boundaries learned
during the first phase are heavily deformed - a clear case of forgetting. (Pretrained + LSL) Same
experiment, this time with LSL. We restrict weight updates to the region of the input space that
produced them, leaving model behavior unchanged elsewhere - thus achieving a perfect score.

Catastrophic forgetting is a long-standing problem, studied well before pretraining became popu-
lar. Among earlier mitigation approaches, the most successful augment the model with buffers of
previous data samples (Chaudhry et al., 2019a), apply data-dependent regularization (Kirkpatrick
et al., 2017), or impose optimization constraints (Farajtabar et al., 2019). However, these auxiliary
mechanisms scale poorly, making them impractical in the modern paradigm, especially for retaining
capabilities from the large-scale pretraining phase. Instead, mitigation approaches now aim to min-
imize change in pre-trained networks (Xiong & Xie, 2025; Nayak et al., 2025; Wang et al., 2023;
Liang & Li, 2024), yet the exact definition of change, and how to prevent it, remain open problems.

By considering change at the level of a single weight matrix, we can analyze the effect of an up-
date on the full input-output mapping of the matrix. In the context of large-scale pretraining, this
perspective yields a natural retention objective: updates should affect only the input region required
for learning, i.e., the support of the current phase’s distribution. We show that updates produced by
gradient-based optimizers often act outside this support: any prior input not orthogonal to the update
has its mapping altered, which may lead to forgetting. Existing works that enforce orthogonality to
all prior inputs work in small-scale settings (Saha et al., 2021), yet become infeasible at pretraining
scale. Without assuming access to pretraining data, recent approaches either protect only previous
finetuning phases, keeping updates orthogonal to them (Wang et al., 2023; Liang & Li, 2024), or ap-
proximate the orthogonal complement of the pretraining data from the weights (Xiong & Xie, 2025;
Nayak et al., 2025) - an approximation we find insufficient (App. C), calling for a new approach.

Motivated by this, we propose Local Support Learning (LSL), a general-purpose framework that
augments standard gradient-based training to retain prior capabilities without access to prior data.
During a new learning phase, LSL pairs two components with distinct roles: a standard weight
adapter (Hu et al., 2021), trained as usual to minimize the loss, and a gating function that estimates
the support of the current data in the adapter’s input space. At inference, the gate applies the adapter
only to tokens whose activations fall within that support. It is a difficult challenge given that the
gate cannot train on data from prior phases. We address this with a gate based on Gaussian Mixture
Models (GMMs). The key idea is that a Gaussian’s density decays exponentially with distance from
the training data, providing the gate an inductive bias to stay closed on inputs it has never seen.

To demonstrate the effectiveness of our approach, we finetune LLMs of up to 7 billion parameters on
diverse tasks and show that they are able to learn at full capacity without degrading capabilities ac-
quired during pretraining including math, coding, and instruction following. This holds even across
multiple finetuning phases, where LSL retains both pretrained and previously finetuned capabilities.
In addition, retention is largely unaffected by the choice of hyperparameters. This is in contrast
to existing methods, where the learning rate, adapter rank, and batch size induce a direct trade-off
between learning and forgetting. On the practical side, LSL exhibits desirable scaling trends and is
highly efficient in both memory and compute. It requires no more memory than a LoRA adapter
while offering fast inference, competitive training time, and straightforward parallelization.

Our main contributions are four-fold: (i) We analyze forgetting in modern large-scale settings
and uncover a natural retention objective that existing methods do not satisfy, providing a possible
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explanation for their limited ability to mitigate forgetting. (ii) We propose Local Support Learning,
a general-purpose framework that avoids forgetting by restricting weight updates to the region of the
input space that produced them. (iii) We motivate our approach by providing a theoretical connection
between optimal gates and density estimators. (iv) We evaluate LSL at scales of up to 7 billion
parameters, demonstrating its effectiveness, robustness, and efficiency.

2 RELATED WORK

Modern Learning Paradigms. Large-scale pretraining has proven transformative across modal-
ities, enabling in-context learning in language (Brown et al., 2020), robust representations in vi-
sion (Dosovitskiy et al., 2021; Radford et al., 2021), and general-purpose features in speech (Baevski
et al., 2020; Radford et al., 2022). Development typically proceeds in phases: large-scale pretrain-
ing, followed by post-training that adapts the model to desired tasks and behaviors: instruction
following (Wei et al., 2022; Chung et al., 2022), alignment via RLHF (Ouyang et al., 2022), do-
main specialization (Rozière et al., 2024; Singhal et al., 2023), and multilingual adaptation (Üstün
et al., 2024). While essential, post-training risks overwriting the very capabilities that pretraining
established at enormous cost (Biderman et al., 2024). Our work directly addresses this tension.

Catastrophic Forgetting. The degradation of previously learned capabilities when learning from
new data has been studied as a sequential task learning problem since its identification (McCloskey
& Cohen, 1989). Earlier approaches either augment the model with buffers of previous data sam-
ples (Chaudhry et al., 2019a; Lopez-Paz & Ranzato, 2017; Chaudhry et al., 2019b), apply data-
dependent regularization techniques (Kirkpatrick et al., 2017; Aljundi et al., 2018; Zenke et al.,
2017), or optimize within subspaces orthogonal to gradients or data from previous tasks (Farajtabar
et al., 2019; Saha et al., 2021). However, modern practice introduces a fundamental asymmetry:
the first ‘task’ is pretraining on trillions of tokens, followed by several smaller finetuning phases.
This renders earlier approaches impractical: a replay buffer representative of pretraining is infea-
sible to curate, and the data is often unavailable. Still, these works pinpoint key mechanisms of
forgetting; in particular, the analysis of gradient interference (Zeng et al., 2019; Wang et al., 2021;
Saha et al., 2021) shows how a weight update to a single matrix affects all possible inputs to that
matrix. In Sec. 3 we revisit this analysis under modern constraints and show that updates produced
by gradient-based methods can hurt retention of prior capabilities when applied to all inputs.

Catastrophic Forgetting in Large Pretrained Models. More modern methods try to minimize
change in pretrained models. A common approach restricts change in weight space: Low-Rank
Adapters (LoRA) (Hu et al., 2021) accumulate updates in a small subspace, forgetting less than full
fine-tuning but still forgetting, with the price of reduced learning capacity (Biderman et al., 2024).
Other works constrain updates to subspaces orthogonal to the top-k singular vectors of the pre-
trained weights (Xiong & Xie, 2025; Nayak et al., 2025), though the choice of k is heuristic and the
remaining vectors may still carry important information. A related line restricts different adapters
to orthogonal subspaces (Wang et al., 2023; Liang & Li, 2024), mitigating forgetting between fine-
tuning phases but not of pretraining capabilities. Learning without Forgetting (LwF) (Li & Hoiem,
2017) takes a different approach, defining change as a shift in the model’s functional behavior. This
is enforced by penalizing deviation from the base model’s outputs on the finetuning data via knowl-
edge distillation (Hinton et al., 2015). What unites these methods is that they apply gradient updates
to all inputs, which, as shown in Sec. 3, causes forgetting. We avoid this by augmenting the gradient
update with a gate that restricts its effect to activations from its training distribution. Lastly, due to
the abundance of relevant work, we refer the reader to an extended discussion in App. A.

3 FORMULATION AND PROBLEM INVESTIGATION

Formulation. We formalize catastrophic forgetting over a sequence of P learning phases. The
evaluation is the average performance on all tasks from all phases. Within each phase, the model
has IID access to the corresponding dataset; across phases, learning must proceed in a streaming
manner, and the memory retained per phase must be bounded. This memory constraint is essential:
without it, continual learning admits the trivial solution of storing all previously seen data in a replay
buffer and repeatedly training on it, which is impractical at pretraining scale and circumvents the
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core challenge of learning continually with the model alone. In practice, a small per-phase memory
footprint is what would allow scaling to many phases.

Reproducing Catastrophic Forgetting in a Controlled Setup. To motivate our approach, we study
a toy classification problem with six classes over a two dimensional input space x ∈ R2. This anal-
ysis builds on the per-matrix view of interference (Saha et al., 2021), described in Sec. 2. As shown
in Fig. 2 (“Data”), our setup includes two learning phases - “pretraining” and “finetuning”1. In the
pretraining phase the model was trained over IID samples from four classes - colored in different
shades of blue. In the finetuning phase the model trains on samples from two additional classes -
colored in different shades of red. We denote both distributions as Dpre and Dft, respectively. Our
model is a linear classifier W ∈ R6×2 trained with a cross-entropy loss:

v = Wx, P̂ (y | x) = Softmax(v)y, Li = −Ex,y∼Di

[
log P̂ (y | x)

]
(1)

As shown in Figure 2, during the first learning phase (“Pretrained”) the model learns a perfect clas-
sifier over Dpre. After the finetuning phase (“Pretrained + FT”) it correctly classifies the new dis-
tribution Dft; however, the decision boundaries from the first phase are heavily deformed, resulting
in severe test loss on Dpre - a clear case of catastrophic forgetting.

Global-Support Updates Cause Forgetting. To better understand this phenomenon we revisit the
weight update rule. For training step s and learning rate α we have:

∆W (s) = −α · dL
dW

(s)

= −α · dL
dv

(s)

x(s)T (2)

Assume two new test samples xpre ∈ Dpre and xft ∈ Dft, and that the training sample x(s) was
seen during the finetuning phase, i.e. x(s) ∈ Dft. The change in logits for each sample is:

∆vpre = ∆W (s)xpre = −α ·
dL
dv

(s)

x(s)Txpre, ∆vft = ∆W (s)xft = −α ·
dL
dv

(s)

x(s)Txft (3)

Notice that the change in logits for xpre depends on the dot product x(s)Txpre. While ∆W (s) is
useful for xft, it is not relevant for most samples in Dpre. However, unless xpre is orthogonal to
x(s), this dot product is nonzero, and the update alters the logits of xpre - causing interference.
This holds for all updates produced by gradient-based optimizers: Adam rescales gradients by their
second moment and Muon orthogonalizes them, but both still produce a matrix update ∆W (s) that
operates on all inputs - making these updates suboptimal.

Local-Support Updates via Support Estimation. Saha et al. (2021) approaches this problem by
estimating a linear subspace in which the prior data (here, Dpre) lies, and restricting new updates
to its orthogonal complement. This works well in small-scale settings, yet becomes infeasible when
the prior data includes a full pretraining corpus, which might not even be available. Therefore, a
practical choice is to assume nothing about the prior data - implying that adversarial pretraining
samples could exist at any region outside the current data’s support. Concretely, we now diverge
from Saha et al. (2021) and instead propose to estimate the region where the current data is, denoted
M, and restrict the update to that region alone. As shown in Fig. 1 (Left), we realize this by placing
a gate g(x) = x·I{x ∈M} before the new phase’s weight adapter. Locality is thus controlled by the
gate: an update is local if the gate opens only on inputs that are close to the current phase’s training
data. Standard finetuning corresponds to an always-open gate, which makes the update global.

Theoretical Motivation: A density estimator can recover an optimal gate. As detailed in App. E,
against the worst-case test distribution, a gate’s error decomposes into two terms, deficit and excess.
The gate’s training objective optimizes the deficit directly but is completely blind to the excess.
The excess quantifies forgetting: it is the region outside the training distribution on which the gate
erroneously stays open. While no objective on the current data alone can act on it, we show that
other factors such as the hypothesis class can control it under explicit conditions. We study several
hypothesis families, finding that density estimators can recover optimal gates, at costs we analyze.

1Interference can arise between any two learning phases; without loss of generality, we adopt the terminol-
ogy of pretraining and finetuning since retaining pretraining capabilities is the hardest case.
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Following this motivation we solve the toy problem with a local estimator (App. E.3): M =⋃N
i=1 B(xi, r), where B(x, r) is a ball with center x and radius r, and {xi}Ni=1 are the training

points from the current phase’s data. In Fig. 2 (right) we repeat the experiment with this approach,
which we call Local Support Learning (LSL - detailed in Sec. 4). The LSL-tuned model fully adapts
to Dft’s data while having zero interference with Dpre, resulting with a perfect classifier. In addi-
tion, the decision boundary changed only near the support of Dft, and has not changed elsewhere.
The above gate addresses the problem’s core challenge - classifying data from all phases while train-
ing only on data from the current one. Yet, it is highly inefficient since its complexity scales with N ,
the number of tokens it encountered. In Sec. 4, we propose a much more efficient parametric gate
that removes this dependence, with complexity that scales only with the number of phases P .

4 METHOD

Gate Design. We design our gate to be applied individually to each weight matrix. Each gate fits a
Gaussian Mixture Model (GMM) to the current phase’s input distribution:

Φ(x) =

K∑
k=1

πkN (x | µk,Σk), M = {x | Φpos(x)− Φneg(x) > 0} (4)

where each gaussian N has mean µk, covariance matrix Σk, and mixing weight πk. The GMM is
fit via the Expectation-Maximization (EM) algorithm. We compute the gating decision by checking
whether the GMM density is above some threshold TH. Conceptually, the support is thenM = {x |
Φ(x)−TH > 0}. This approach requires tuning the threshold, complicating the method. Instead, in
Eq. 4 (right) we propose an input-dependent thresholding approach involving two GMMs. The first
GMM Φpos is fit over the current phase’s distribution and the second GMM Φneg is fit over a small
sample from a generic pre-training dataset. Now, each input x is classified according to the GMM
that gives it a larger likelihood. We emphasize that this reference dataset need not have any relation
to the data the model was originally pretrained on, and empirically, does not require consisting more
than 1M tokens (for reference, this constitutes about 0.0000067% of Qwen’s pretraining set).

Intuition for Φneg . It may seem unlikely that an exceedingly small, generic, pretraining sample can
capture the support of the full pretraining distribution. The key insight is that the gate need not cap-
ture the full support, but only the width of the distribution, which manifests even in a small sample.
We illustrate this in 1D in Figure 1 (Right): Gaussians fit to a narrow distribution Φpos have high
likelihood only in their vicinity, while the wider Φneg dominates elsewhere. In high dimensions,
Φneg need not be wider than Φpos in every direction, and constructing an ideal threshold, one that
is exceeded exactly on the current phase’s data, is not trivial. Φneg is a practical approximation: the
gate still opens on about 16% of tokens from out-of-distribution pretraining tasks (5% with temporal
smoothing), yet retains 96.6% of pretrained performance (98.8% with smoothing; Fig. 11).

Algorithm 1 LSL: Training

Require: Model M , datasets {Di}Pi=1, num
epochs E, reference data Dref

Ensure: M ⊕
⋃P

i=1{W
(i)
adapter,Φ

(i)
pos,Φneg}

▷ ⊕ denotes mounting onto the base model
1: Φneg ← FITGMMS(M,Dref)
2: for i = 1, . . . , P do
3: W

(i)
adapter ← FITADAPTERS(M,Di, E)

4: Φ
(i)
pos ← FITGMMS(M⊕W(i)

adapter,Di)

5: M ←M ⊕ {W(i)
adapter,Φ

(i)
pos,Φneg}

6: end for
7: return M

Algorithm 2 LSL: Inference (Per-Module)

Require: Input x, model M , smoothing states
{s(i)}pi=1 and coefficient α.
▷ each s(i) initialized to 0 if not set.

1: v ←Wpretrained x
2: for i = 1, . . . , p do
3: g ← I{Φ(i)

pos(x)−Φneg(x) > 0}
4: s(i) ← α · g + (1− α) · s(i)

5: v ← v + I{s(i) > 0.5} ·W (i)
adapter x

6: end for
7: return v, {s(i)}pi=1

Figure 3: Local Support Learning. We describe the training and inference algorithms. Inference
is presented per-module (a weight matrix in some layer) and training is presented for the full model.
See Alg. 3 (FitGMMs) and Alg. 4 (FitAdapters) for full details. I{·} is the indicator function.
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Temporal Smoothing. The GMM gates each token independently, with no notion of temporal
continuity. We address this with a simple exponential moving average that smooths decisions over
time, leveraging the fact that task boundaries do not change at a per-token frequency. Importantly,
the core mechanism accounting for the vast majority of retention is the GMM, while the smoothing
aggregator is only a lightweight complement. We support this with detailed ablation studies showing
that the GMM improves retention from 76.6% to 96.6%, and the aggregator improves retention
further from 96.6% to 98.8% (Fig. 11 and Sec. 5.2).

Local Support Learning. The full training algorithm can be found in Alg. 1. We first fit Φneg .
Then, in each phase i we fit the i-th weight adapter via gradient descent, followed by fitting its re-
spective Φpos GMM. Notice that adapters and GMMs from previous phases are active during the
current training phase. While FitGMMs (Alg. 3) is straightforward algorithmically, it introduces
some technical challenges, addressed in Appendix F. FitAdapters (Alg. 4) is identical to standard
adapter finetuning (e.g., LoRA); additional design choices are discussed in the same appendix.
The inference algorithm is provided in Alg. 2, presented per-token. Importantly, it is fully paralleliz-
able during prefill, just like a standard MLPs. We first compute the output for the pretrained weights.
Then, for each previously seen phase i, we compute gate i’s decision and apply temporal smoothing.
The routing decision of adapter i is based on the smoothed value. See complexity analysis in App. B

5 EXPERIMENTAL RESULTS

5.1 POST-TRAINING WITH LOCAL SUPPORT LEARNING

In this section we thoroughly evaluate our approach. Implementation details can be found in App. D.

Baselines. We finetune Qwen2.5-7B-Instruct (Qwen et al., 2025), a strong base model with es-
tablished math, coding, and instruction-following capabilities. We compare LSL against two
weight-based retention techniques: (i) LoRA (Hu et al., 2021) which constrains updates to a low-
dimensional subspace, and (ii) OP-LoRA (Xiong & Xie, 2025), which minimizes interference be-
tween the update and the dominant singular directions of the pretrained weights. We also examine
one regularization-based approach: (iii) Learning without Forgetting (LwF) (Li & Hoiem, 2017),
which penalizes change in the model’s output relative to the base model, using only finetuning data.
We exclude methods that do not target retention of pretraining capabilities, such as O-LoRA, and
methods that are impractical in pretraining settings, such as replay buffers (see Sec. 2 and App. A).
In the hyperparameter sweep, we optimize for new-task validation performance; retention bench-
marks are never used for selection. This compares all methods at their full learning capacity, where
the trade-off between learning and forgetting is most pronounced (Fig. 6)

Finetuning tasks. We evaluate three post-training settings: (i) cybersecurity instruction tun-
ing (Trendyol Security Team, 2025), (ii) low-resource translation from English to Igbo (Nwafor
& Nguyen, 2025), and (iii) chemistry instruction tuning (Zhang et al., 2024). These tasks are chosen
to be diverse and challenging, testing not only retention of pretrained capabilities but also sufficient
adaptation to each new domain: English→Igbo is an open-ended generation task into a low-resource
language; cybersecurity consists of instruction-response pairs requiring specialized domain knowl-
edge; and chemistry demands understanding of molecular structure and interactions, expressed via a
blend of natural language and SMILES molecular notation. Samples from each dataset are provided
in Fig. 13. English→Igbo translation is evaluated using chrF (Popović, 2015), a character-level
metric suited for low-resource languages. Chemistry and cybersecurity are evaluated on Chem-
Bench (Zhang et al., 2024) and SecEval (Li et al., 2023), respectively, both multi-choice QA tasks.

Pretrained capability retention. To measure forgetting, we evaluate on three diverse tasks reflect-
ing the base model’s capabilities: GSM8K for math reasoning (Cobbe et al., 2021), HumanEval for
code generation (Chen et al., 2021), and IFEval for instruction following (Zhou et al., 2023).
Our results are reported in Fig. 4. Across all benchmarks, LSL achieves strong performance on the
new task while maintaining close to optimal retention. LoRA exhibits strong adaptation, yet suffers
from forgetting in all settings. OP-LoRA performs very similarly to the LoRA baseline. We find that
this is because forgetting is only weakly tied to the top-k singular-value subspace of the pretrained
weights (see App. C). The function-regularization technique, LwF, performs better than the weight-
based retention techniques, yet still falls behind LSL across all tasks. Common to all baselines is
that their gradient updates are applied to all inputs, which, according to the analysis in Sec. 3, leaves
them prone to interference with prior data. We study this in detail in the ablations section (Sec. 5.2).
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Figure 4: Post-training with LSL. We evaluate forgetting on a Qwen2.5-7B-Instruct model for
three diverse downstream tasks. The x-axis measures the new task’s performance and the y-axis
measures capability retention - the average score across three pretraining benchmarks. The upper-
right corner reflects stronger performance. LSL learns the downstream task while achieving near-
optimal retention across all settings. This is in contrast to the baselines, which apply new updates to
all inputs and thus are prone to interference on prior task data.

Multiple Post-Training Phases. In Fig. 5, the model is trained on all finetuning tasks sequentially.
We compare LSL to a LoRA baseline that allocates a new adapter per phase and merges it into the
model before the next phase begins. In the leftmost plot, LSL retains pretrained capabilities across
all phases, whereas the baseline degrades severely already after the first phase. The other plots
show performance on each finetuning task. With LSL, performance on a task is preserved after its
training phase ends, showing that interference between different finetuning phases is also avoided.
In contrast, LoRA forgets once the corresponding phase ends: task 1 (translation) drops by 8% after
two phases, and task 2 (chemistry) by 5% after one. Notably, after task 1, the zero-shot performance
on task 3 (cybersecurity) falls by 11% - a form of forgetting that LSL again avoids.
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Figure 5: Post-Training with multiple phases. Each plot tracks the evaluation score of one task
throughout training; the phase whose training data matches the evaluated task is highlighted in green.
The training order is (1) Igbo translation, (2) Chemistry, (3) Cybersecurity. In the leftmost plot, LSL
retains pretrained capabilities throughout, while the baseline drops by 44% already after one phase.
On the three finetuning benchmarks, LSL retains its gains after each task’s phase ends, whereas the
baseline’s performance declines steadily once the peak is reached.
Robustness to Hyperparameters. By avoiding interference, LSL naturally decouples learning
from forgetting. A direct benefit is that learning hyperparameters - traditionally considered to trade
off with retention (Biderman et al., 2024) - no longer affect forgetting. In Fig. 6 we sweep the
learning rate, adapter rank, and batch size for both LSL and LoRA. LSL learns at full capacity
without sacrificing pretraining capabilities across all sweeps, while the traditional approach faces
the aforementioned trade-off, limiting the model from reaching its full potential.
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Figure 7: Scaling behavior. We mea-
sure the retention of pretraining tasks,
defined as the ratio of performance
before and after finetuning. LSL ex-
hibits desirable scaling trends.

Scaling Behavior. In Fig. 7 we test LSL across different
model sizes. Each point shows the retention of pretraining
tasks, defined as the ratio of performance before and after
finetuning. LSL works at all scales tested (1.5B to 7B), and
its performance improves with scale. LoRA also improves
with scale, but far more slowly, remaining well below LSL
at every size. This highlights LSL’s scaling potential.

Efficiency In Fig. 8 we benchmark LSL on a Nvidia B200
GPU with the Qwen2.5-7B-Instruct model. We highlight
three practical results. First, LSL requires only 13.8MB
of additional memory for the GMMs (Φpos, Φneg). Since
Φneg is shared, this results with a negligible overhead of
6.9MB per learning phase. Second, a LSL adapter adds
only 86ms of inference latency per forward pass, already
competitive with standard LoRA baselines. Third, adapter
training time on 1M tokens is comparable to a LoRA baseline; adding the GMM fitting step increases
the total training time by ×1.64. We exclude Φneg fitting as it is a one-time cost independent of the
finetuning data. Note that neither inference nor training were fully optimized. The key takeaway is
that LSL’s overhead is on par with established baselines, while achieving superior retention.
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Figure 8: Efficiency benchmarks on Nvidia B200 with Qwen2.5-7B-Instruct. LSL achieves strong
retention with memory, inference, and training overhead on par with established baselines that do
not achieve comparable retention.

5.2 ABLATIONS

Importance of Locality. An important question is whether the retention gains stem from the GMM
itself, or from a more general property - local support of the update. To disentangle the two, we
construct two alternative support estimators and use them to ablate the GMM. The first is Union of
Spheres (UoS), defined as M =

⋃M
i=1 B(xi, r), where B(x, r) is a ball with center x and radius

r, and {xi}Mi=1 are representative points from the current phase’s data. By construction, this gate’s
support is local (App. E.3). The gate is optimized greedily: each new point encountered during
training is discarded if it falls withinM, and added to the representative set otherwise. The radius r
is selected per gate via a calibration process detailed in Appendix H. The second is an MLP classifier
trained on the same data used to fit the GMM (Φpos and Φneg). Importantly, the MLP’s hypothesis

8



Preprint

class does not guarantee that the gate will be closed outside its training data (App. E.3). In Fig. 9
(right), we repeat the experiment from Sec. 5.1 with the new gates. The GMM and UoS gates
achieve close to optimal retention scores while learning at full capacity. In contrast, the MLP lags
behind in retention. This supports our hypothesis that local-support updates are the key ingredient
for retention, rather than a specific architecture. The main difference between the UoS and GMM
gates is efficiency: the UoS gate is a lookup table that stores many samples, requiring about 5.67GB
of memory. In contrast, the parametric GMM learns the support with far less memory - 13.8MB in
total, comparable to the LoRA adapter. For reference, the base model weights require about 14GB
(in bfloat16), making the GMM overhead negligible - three orders of magnitude smaller.

Gate Behavior on OOD Data. Since the gate is unaware of prior learning phases, it must stay
closed when encountering out-of-distribution (OOD) data. In Fig. 9 (Left) we compare the classi-
fication accuracy of the GMM and MLP gates. The MLP has a slight edge on in-distribution data,
yet it degrades significantly on all three OOD pretraining tasks. This further confirms that the up-
date’s locality to its training data, rather than in-domain expressiveness, is key for retention(App. E),
suggesting that the gate’s behavior on OOD data is the main driver for the performance in Sec. 5.1.
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Figure 9: Gate ablations. (Left) Classification accuracy of the MLP and GMM gates at an interme-
diate layer. The GMM tends to stay closed on data from previous learning phases, a property that
enables stronger retention. (Right) Retention gains stem from support locality rather than a specific
architecture. Replacing the GMM with a different local gate, Union of Spheres (UoS), yields equiv-
alent performance, whereas a non-local MLP gate (purple) degrades retention significantly.

Why per-matrix gates? One might expect a single routing decision per token to suffice, since a
token either belongs to the current phase or it does not. To test this, we replace LSL’s per-matrix
gates with a single per-token gate placed after the embedding layer, whose decision controls all
adapters (Fig. 10). The single router recovers only 50-77% of LSL’s improvement on the new task
and, on cybersecurity, also degrades retention. The main trend can be attributed to surface-level
features identifying fewer new-task tokens, leading to degraded new-task performance. In addition,
the single-router’s decision propagates an error to every adapter. Per-matrix gates instead decide
from contextual features at every depth, and an error at one gate affects only its own matrix. For a
broader discussion including other alternatives see App. G.
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Figure 10: Single router ablation. We replace LSL’s per-matrix gates with a single gate after the
embedding layer, whose decision controls all adapters. The single router retains far more than LoRA
but falls short of LSL, especially on the new task. It also degrades retention on cybersecurity. Per-
matrix gates decide from contextual features at every depth, allowing full learning and retention.
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Number of GMM Components and Temporal Smoothing In Fig. 11 (Appendix) we ablate the
remaining components of our method. We find that LSL is largely insensitive to the number of
GMM components - achieving near-optimal retention with as few as two - highlighting the quality
of the base model’s embeddings. Temporal smoothing further improves retention from a score of
69.8 to 71.1 (96.6% to 98.8% with respect to the base model’s performance), primarily by further
reducing the hit rate on pretraining tasks. Yet, the dominant contribution comes from the GMM,
which improves retention from 55.3 to 69.8 (76.6% to 96.6% with respect to the base model).

6 CONCLUSION

We studied catastrophic forgetting in large pretrained models through the geometry of each weight
matrix’s input space. This view yields a natural retention objective: updates should be restricted
to activations from their training distribution. This reveals that updates produced by gradient-based
optimizers are suboptimal, since the matrix update they produce acts on all possible inputs. Building
on this analysis, we proposed Local Support Learning, which pairs a standard adapter with a gating
function fit by a tailored Gaussian Mixture Model. The gate’s local support is what allows it to route
inputs from all phases while training only on the current one. On LLMs of up to 7 billion parameters,
LSL learns at full capacity while retaining pretrained capabilities and previously finetuned skills
across multiple sequential phases. It is also robust to hyperparameter choice, incurs a small memory
footprint independent of the number of training tokens, and shows promising scaling behavior.

Limitations. LSL’s adapters cannot be merged into the base weights, adding inference cost that
grows linearly with the number of phases P . However, this computation is highly parallelizable,
allowing to trade compute for inference time. Note that P counts phases, not tasks - many tasks can
be learned jointly within a phase. In addition, our theoretical motivation concerns a single weight
matrix; its extension to the full multi-layer network is supported empirically but not formally. Lastly,
LSL relies on the quality of the base model’s representations, since the gate assumes each phase’s
activations can be captured by a GMM. This is reflected in the scaling experiment, where larger
models achieve better retention (Fig. 7).

Future research includes extending LSL to larger models, other modalities, reinforcement learning
objectives, and hundreds of phases. The latter would open the door to test-time training, a form of
learning currently avoided in practice due to the unpredictability of forgetting, with the potential to
store new knowledge in the weights rather than in context, at a fraction of the cost. Lastly, LSL itself
can be further explored, e.g., through other local gating functions and improved acceleration.

AI USE STATEMENT

In this work, we used generative AI tools for code implementation, for identifying additional related
work, for checking the fluency and formatting of the manuscript, and for refining mathematical
claims and proofs. We have not used generative AI tools for generating data or running experiments.
We have reviewed all AI-assisted work. Code was written with an AI coding assistant in a mode
where every proposed edit was reviewed and approved by an author before being applied, and its
correctness was verified by the authors as well as through internal unit testing. Related work surfaced
by AI tools was read and verified by the authors before citation. Manuscript suggestions were limited
to wording and formatting. We take responsibility for the final content of this work, including text,
claims, or artifacts produced with the aid of generative AI.
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This work analyzes and proposes a method to overcome catastrophic forgetting, which is crucial
when deploying LLMs in real-world systems. This improvement is anticipated to have a positive
impact on the use of LLMs in society, particularly by increasing model efficiency and reducing
energy consumption. However, we acknowledge that continual learning methods, including ours,
inherit the limitations of the underlying pretrained model and training data. We emphasize the
necessity of careful evaluation before deployment beyond the research environment.
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A EXTENDED RELATED WORK

Replay-based methods mix pretraining-like data into the finetuning set, whether from external cor-
pora (Scialom et al., 2022), generated by the model itself (Huang et al., 2024), or routed to dedicated
adapters (Dou et al., 2024) that re-learn information that may be forgotten; however, approximating
the pretraining distribution during fine-tuning is impractical, and these methods can only protect
capabilities represented in the replayed samples.
A recent line of work has shown that on-policy reinforcement learning is able to mitigate forgetting
of pretraining capabilities (Shenfeld et al., 2025; 2026; Chen et al., 2026). These methods show
promise, yet are confined to RL-based settings, rely on in-context learning capabilities and necessi-
tate a full rollout at each learning step - requirements that our method does not impose. Furthermore,
in those settings, these methods are complementary to ours since they target the training objective
and data rather than the architecture and optimizer.
In lifelong model editing, several works restrict new parameters to the activations they were trained
on. GRACE (Hartvigsen et al., 2023) caches layer activations as keys with a deferral radius and
applies an edit only when an input falls within it, a local-support gate closely related to our Union-
of-Spheres ablation (Sec. 5.2), while WISE (Wang et al., 2024) routes tokens between a side memory
and the original weights by thresholding an activation score. Both target the editing of individual
facts at a single chosen layer. LSL, in contrast, is a general-purpose learning framework: it trains
the whole model on full finetuning datasets.
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Figure 11: Ablating the Number of GMM Components and Temporal Smoothing. We measure
performance via overall model performance (left column) and average hit rate across gates (right
column). An optimal gate achieves 100% hit rate on the new task (blue) and 0% on pretrain data
(yellow, red). Note that each plot sweeps the number of GMM components. We find that LSL is
largely insensitive to the number of GMM components. In addition, the GMM accounts for the
vast majority of retention, while temporal smoothing adds the final increment, mainly by further
reducing the hit rate on pretraining tasks.

B COMPLEXITY AND ACCELERATION

We analyze the overhead relative to typical adapter-based finetuning. LSL adds one GMM per
weight matrix per phase; a naive implementation requires O(PLKD2) persistent memory and time
complexity of O(PBLKD2) per forward-pass. This is for P phases, K GMM components, L
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layers, hidden dimension D, and batch size B. Crucially, the memory cost per phase is indepen-
dent of the number of tokens, unlike replay buffers or in-context memory, which grow with the
data. Inference time, however, is also linear in P : unlike traditional finetuning, the adapters cannot
be merged into the weights. The naive implementation’s D2 dependence is undesirable and hin-
ders scaling. We alleviate it through two key accelerations that reduce the memory complexity to
O(PLKE + LDE) and time complexity to O(PBL(DE + KE)), where E ≪ D. These are
achieved by: (1) applying the Johnson–Lindenstrauss lemma to compress gate inputs to dimension
E, and (2) using diagonal covariance GMMs, which we find sufficient. Training cost of the GMMs
is comparable to typical adapter-based finetuning. In addition, the GMM fitting step is lightweight
(Expectation-Maximization), but scaling to large finetuning datasets may require further acceler-
ation. Another practical improvement is sharing gates across matrices with identical inputs (e.g.,
Wq,Wk,Wv). This does not change the asymptotic complexity, yet reduces the number of gates
by 43% in a standard Qwen/LLaMA architecture. Also, since different gates train independently,
parallelizing their training is highly straightforward. GMM training, as detailed in Alg. 3, is per-
formed module-by-module; therefore, beyond the typical complexity of fitting each GMM, the only
overhead is a single forward pass to generate the inputs—which is completely negligible. Empirical
efficiency evaluations are in Sec. 5.1.

C EXPLAINING OP-LORA’S PERFORMANCE

In Sec. 5.1 we found that OP-LoRA performs very similarly to the LoRA baseline. To understand
why, we refer to Table 1, which reports the ρk metric from the OP-LoRA paper - measuring how
much energy of a standard LoRA adapter falls within the subspace of the top-k singular values of
the pretrained weights.

k 512 128 64 16 4 1
ρk 1.70% 0.44% 0.27% 0.12% 0.06% 0.02%

Table 1: Evaluating the effectiveness of OP-LoRA. We report the ρk metric from the OP-LoRA
paper, which measures how much energy of a standard LoRA adapter falls within the subspace of
the top-k singular values of the pretrained weights (trained on the chemistry dataset). We find that
forgetting is only weakly related to the preservation of the top-k singular-value subspace, explaining
why OP-LoRA performs similarly to the LoRA baseline.

Across all values of k, ρk peaks at roughly 1.7%, meaning at least 98.3% of the update’s energy
already lies in the orthogonal subspace. This indicates that forgetting is only weakly tied to the
top-k singular-value subspace of the pretrained weights.

D IMPLEMENTATION DETAILS

Each experiment is averaged over three seeds. Hyperparameters are chosen after a sweep of learn-
ing rate ∈ {3e−6, 1e−5, 3e−5, 1e−4, 3e−4}, batch size ∈ {8, 16, 32, 64}, and adapter rank
∈ {8, 32, 128, 512}, optimizing performance on the finetuning task. Since the lora-learning phase
is identical both in the GMM and LoRA baselines, we use the optimal LoRA parameters for
the GMM runs as well. These are displayed in Table 2 and Table 3. For the GMM we sweep
K ∈ {16, 32} and smoothing coefficient α ∈ {0.1, 0.3, 1.0}
Our GMM implementation relies on the Pomegranate library (Schreiber, 2018), while the rest of the
code is written in PyTorch (Paszke et al., 2019).

For OP-LoRA we also sweep the Top-k value for k ∈ {16, 128, 512} and select the best one.

LwF is implemented via a KL-divergence regularization term. At each training step, an additional
forward pass acquires the base model’s logits, which are compared to the logits produced with the
adapter weights. We sweep the regularization coefficient over {0.1, 0.3, 1.0, 3.0, 10.0}.
The MLP gate has two hidden layers of dimension 256 and 128. The MLP optimizes a typical binary
cross entropy loss, where the model tries to classify whether the current token embedding belongs
the current distribution or to the small generic pretraining dataset - similar to the GMM gate. In
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Table 2: Shared hyperparameters across all tasks.

Hyperparameter Value
Optimizer (AdamW)
Weight decay 0.1
β1, β2 0.9, 0.95
Gradient clip norm 1.0

Schedule
Warmup ratio 0.1
Decay ratio 0.1
Min learning rate lr/100

GMM
JL projection dimension 256
GMM covariance type Diagonal

Other
Sequence length 1024
Gradient checkpointing Yes
LoRA α 2r

Table 3: Per-task hyperparameters.

Chemistry Igbo Translation Cybersecurity
LoRA Adapter
Learning rate 1e−4 1e−4 1e−4
Batch size 32 32 16
Adapter rank r 128 128 512
Epochs 3 3 1

GMM Gate
GMM positive components 32 16 32
GMM negative components 32 32 32
Smoothing α 0.1 0.3 0.3

contrast to the GMM, a batch of MLP training data includes data from both labels (the GMM learns
one distribution at a time). The gate’s loss is added as an auxiliary loss to the network’s main
objective with a scaling factor. Similar to the GMM we perform a hyperparameter sweep including
the learning rate of the MLP {1e − 3, 1e− 4, 1e− 5}, the loss’ scaling factor {10.0, 1.0, 0.1}, and
the smoothing filter’s coefficient {0.1, 0.3, 1.0}.
During multiphase learning the models use a learning rate of 1e − 4, batch size of 32, and adapter
rank of 128. LSL used 16 components for Φpos and 32 components for Φneg , as well as a smoothing
coefficient of 0.1. Like in the single-task finetuning experiment we report the average performance
over 3 seeds, igbo translation and chemistry are trained over 3 epochs each and cybersecurity over
1 epoch. Due to the long runtimes of this experiment we cap the amount of eval samples of each
benchmark to 300.

All model checkpoints are taken from the Huggingface Model Hub2:

• Qwen/Qwen2.5-7B-Instruct

• Qwen/Qwen2.5-3B-Instruct

• Qwen/Qwen2.5-1.5B-Instruct

Our code is based on the official Huggingface implementation.

2https://www.huggingface.co/models
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E THEORETICAL MOTIVATION - FULL DERIVATION

E.1 FORMULATION

Setting. Similar to the problem formulation in Sec. 3, we study a learning problem where tasks
arrive sequentially, and analyze a single weight matrix. Earlier tasks had inputs from distributions
Q ∈ Q; during training an update is learned for the current task’s input distribution P ; during test
time the system is evaluated on inputs from all of Q and P . As in Fig. 1 (Left), a gate g decides
whether to apply the update. It is trained on samples from P and possibly some small buffer Q0;
the earlier distributions Q are unknown at training time. We assume that the domain of the input
features is bounded. This is a realistic assumption, since almost any weight matrix processes inputs
that went through a layer normalization block.3 We assume a task’s features occupy a proper subset
of the domain and that within that subset P ’s density is bounded below by c > 0; all densities are
bounded above by M . Beyond this we assume nothing about P , and nothing about Q or Q0. The
same symbol denotes a distribution and its density.

Target. Apply the update where the input looks like the data it was fitted on:

A∗ = suppP, g∗ = 1[x ∈ A∗].

where suppP is the support of P. This is the minimum-volume set carrying all of P ’s mass - the
α = 1 case of Scott & Nowak (2006). A∗ is unique.4 In case of an overlap between the distributions
P and Q, the policy is that P wins: a point in A∗ receives the update whichever distribution produced
it, since later updates carry more recent information.

Error. A gate is its accept set Â; its error on Q is Q(Â△A∗), where Â△A∗ = (Â \A∗)∪ (A∗ \ Â)
is the symmetric difference - the set of points on which the gate and the target disagree. Since Q
is unknown, the gate is judged against the worst admissible test distribution, and that worst case is
exact:

sup
Q≤M

errQ(Â) = min{1, M vol(Â△A∗)},

the supremum being attained by a Q of density M concentrated on the disagreement set. Minimizing
the volume of disagreement with A∗ is therefore the minimax objective, not merely an upper bound.

E.2 THE GATE’S TRAINING OBJECTIVE IS BLIND TO THE EXCESS

The symmetric difference has two parts. The deficit is the part of A∗ the gate rejects. This is
handled explicitly by the fitting procedure, and we do not discuss it further. The excess is what the
gate accepts outside A∗:

E(Â) = Â \A∗, sup
Q≤M

Q
(
E(Â)

)
= min{1, M vol(E(Â))},

We are mainly interested in the excess because P has no mass there, so any objective that is a
P -weighted average of a per-point loss (e.g. a training loss) is blind to it (Steinwart et al., 2005).

Intuition for a problematic scenario (not a proof): take any trained gate from a “sufficiently expres-
sive” hypothesis class and change it to accept an arbitrary region outside A∗. It has the exact same
P -averaged objective value (the changed region has no P -mass), yet a Q concentrated on this region
is now accepted in full. Since the objective cannot tell the two gates apart, which of them training
returns is decided by something other than the data.

E.3 CONTROLLING WHAT THE OBJECTIVE CANNOT CONTROL

From the above, the training objective of the gate supplies no control over the excess. Whatever
controls it therefore comes from elsewhere: the hypothesis class, the estimation procedure, or the

3Normalized features occupy a lower-dimensional set inside the box; volume is taken on that domain. The
bounds do not depend on this choice, but uniform negatives must be drawn on the actual feature domain, not
the ambient box, which they would almost surely miss.

4point-wise, every input either has density at least c or density zero, nothing in between, so there is no fringe
to trade at the margin.
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optimizer and its regularization. Estimation families supply this control in different ways and at
different costs; the following is not exhaustive.

Local estimators. Spheres of radius r around the samples, or a kernel density thresholded. Every
sample lies in A∗, so a union of spheres has excess confined to an r-shell around A∗ with no as-
sumption on the shape of P (containment in the shell, not a rate). The costs are memory growing
with n and coverage: gaps inside A∗ are rejected until samples fill them, which in high dimension
requires many samples or a large r, widening the shell.

Density estimation. Accept where an estimated density exceeds a threshold, Â = {P̂ ≥ τ} with
0 < τ < c5. Split the L1 error over the excess E = Â \A∗, the deficit D = A∗ \ Â, and the rest:

∥P̂ − P∥1 =

∫
E

|P̂ − P |+
∫
D

|P̂ − P |+
∫

rest
|P̂ − P |.

On E the gate accepts, so P̂ ≥ τ , while P = 0: the integrand is at least τ , giving
∫
E
|P̂ − P | ≥

τ vol(E). On D the gate rejects, so P̂ < τ , while P ≥ c: the integrand is at least c − τ , giving∫
D
|P̂ − P | ≥ (c− τ) vol(D). From the split, keeping E and D in the same inequality:

∥P̂ − P∥1 ≥ τ vol(E) + (c− τ) vol(D) ≥ min{τ, c− τ}
(
vol(E) + vol(D)

)
,

hence vol(Â△A∗) ≤ ∥P̂ − P∥1/min{τ, c − τ}. The first inequality is the one that matters - the
room left for an adversarial Q is M vol(E) ≤ M∥P̂ − P∥1/τ . An L1-consistent density estimate
therefore gives a consistent gate.
In contrast to the union of spheres estimator, a fixed-size parametric family (e.g. a Gaussian mixture)
has constant memory. However, this has a price - consistent density estimation requires ∥P̂ −
P∥1 → 0, which the family must allow; when it cannot, the excess can persist with unlimited data
(misspecified “two-mode” example below).

Density with an input-dependent threshold. The same argument holds for Â = {P̂ (x) ≥ τ(x)}
with τmin = infx τ(x) and τmax = supx∈A∗ τ(x): the integrand is at least τmin on E and at least
c−τmax on D, so vol(E) ≤ ∥P̂−P∥1/τmin whenever τmin > 0, and vol(D) ≤ ∥P̂−P∥1/(c−τmax)

if also τmax < c (a constant τ recovers the bound above). LSL is this gate with P̂ = Φpos and
τ = Φneg. Choosing τ(x) so that the bound is tight is not trivial; Φneg is a practical approximation
that satisfies τmin > 0 by construction, since a Gaussian mixture is positive on the bounded domain.
Empirically, the resulting gate opens on about 16% of tokens from out-of-distribution pretraining
tasks (5% with temporal smoothing) while retaining 96.6% of pretrained performance (98.8% with
smoothing; Fig. 11).

Classifier. Train a classifier to separate P (positives) from a buffer Q0 (negatives). Under equal
priors its population accept set is {P ≥ Q0} - wherever Q0 has mass it rejects unless P is denser,
and wherever neither has mass the objective is indifferent and the decision is left to other factors.
Which set this is depends entirely on Q0.

• Generic buffer (some data). Outside A∗ it rejects where the buffer sits and is unconstrained
everywhere else: that region is exposed. Inside A∗, the classifier withholds the update
wherever Q0 > P , against the policy. This is the class of the MLP gate tested in Sec. 5.2,
which we found empirically to be suboptimal.

• Buffer drawn from earlier tasks. The exposed region shrinks as the buffer covers more of
Q, and vanishes when the buffer covers every earlier distribution outside A∗. This requires
both access to Q and being able to cover Q at each training phase - two assumptions that
are impractical for large-scale pretraining settings.

• Uniform over the domain. assuming Q0 ≡ u with u = 1/vol(domain) < c: the accept
set is {P ≥ u} = A∗ exactly. This is minimum-volume estimation - reject uniform points
subject to covering P - the target’s own definition (Scott & Nowak, 2006, §8) and the
learner of Fang et al. (2023, Thm. 9). It needs a hypothesis class that approximates A∗

5The true density jumps from 0 outside A∗ to at least c inside, so any τ in the gap gives the same set; it
only sets the margin for estimation error on each side (a bump of P̂ above τ outside is accepted, a dip below τ
inside is rejected). Any fixed τ strictly inside (0, c) is consistent.
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with controlled complexity, and in high dimension few uniform points land near a small
A∗, requiring a very large sample. In effect it is support estimation by an expensive route.

Classification against an arbitrary reference distribution therefore does not, by itself, guarantee sup-
port recovery. The input-dependent-threshold bound does not apply to a general classifier, whose
score need not estimate P and whose threshold need not be bounded away from zero.

Examples. Below are three one-dimensional cases that make the failure modes concrete: a para-
metric family that cannot represent P and so accepts a gap forever; two densities that likelihood
cannot tell apart but whose gates differ; and a classifier with zero training error that accepts a region
of volume ten outside the support.

• Misspecified. P = 1
2Unif[−3,−2] + 1

2Unif[2, 3]; a single Gaussian fitted by maximum
likelihood converges toN (0, 19/3), and any level set covering both modes covers the gap.
For Q = Unif[−1, 1] the excess is 1 with unlimited data.

• Unidentified. P = Unif[0, 1], threshold 0.05, and a class of two densities f0 = 0.9 ·1[0,1]+
0.025 ·1[2,6], f1 = 0.9 ·1[0,1]+0.1 ·1[7,8]. They have identical likelihood on every sample
from P , yet {f0 ≥ 0.05} = [0, 1] and {f1 ≥ 0.05} = [0, 1] ∪ [7, 8]: likelihood fixes how
much mass sits off the data, not where. (The class is misspecified - the true density beats
both - so this concerns flexible off-data mass, not maximum likelihood in a correct family.)

• Classifier. P = Unif[0, 1] against a buffer Q0 = Unif[2, 3] on the domain [−10, 10].
Every threshold in (1, 2) separates the two perfectly, so the classifier is unidentified among
them; and every one of them accepts [−10, 0], outside suppP - excess of volume 10 from
a classifier with zero training error.

Conclusion. While every training objective on P is blind to the excess, we show that the dis-
agreement volume can be controlled by something one can actually minimize: L1 density error, or
coverage plus volume. Every family that controls the excess supplies that missing quantity from
outside the data, and pays for it. A parametric density supplies it through its family, at constant
memory, and pays in assumptions: when the family cannot represent P , the excess can persist. A
local estimator supplies it through its radius with no assumption on P , and pays in memory that
grows with the data. A uniform buffer supplies it through a volume count, and pays in reference
samples, potentially many in high dimension.

F FITTING THE GMM AND THE WEIGHT ADAPTER

While fitting a single GMM is conceptually simple (standard EM), fitting more than one hundred
GMMs (one per adapter) in high dimensions over a large dataset is computationally demanding.
Furthermore, unlike gradient descent, conventional EM requires access to the full dataset at each
step. To alleviate this, we fit GMMs module-by-module, as described in Algorithm 3: since each
GMM depends only on its own module’s inputs, this computation is exact and allows us to hold
inputs for only one module at a time, discarding them before proceeding to the next.

Algorithm 3 FitGMMs

Require: Model M with L layers and J modules per layer, dataset D
Ensure: Trained GMMs Φ = {Φ(l,j)}l∈[L],j∈[J]

1: Load full dataset D
2: for l = 1, . . . , L do
3: for j = 1, . . . , J do
4: Compute all inputs to module-(l, j); discard previous inputs
5: Fit Φ(l,j) on inputs via EM
6: end for
7: end for
8: return Φ
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Fitting the weight adapter is identical to standard adapter finetuning. The key insight is that during
training, all data is from the new task’s distribution, so the gate should remain open throughout the
training phase. This design avoids the need for bootstrapping - without it, Φpos would need to be
initialized before the adapter has learned the new representation. We note that this introduces a
train-inference mismatch (the gate may not have perfect accuracy on the new phase’s data), but we
find empirically that this does not affect performance.

Algorithm 4 FitAdapters

Require: Model M , fine-tuning data Di, number of epochs E
Ensure: Adapter weights Wadapter

1: Apply new adapter weights Wadapter to M
2: for e = 1, . . . , E do
3: for each batch B ∈ Di do
4: Forward pass through M ▷ Gate always open during training
5: Compute loss L
6: Update Wadapter via backpropagation
7: end for
8: end for
9: return Wadapter

G WHY PER-MATRIX GATES? - EXTENDED DISCUSSION

In Sec. 5.2 and Fig. 10 we showed that a single per-token gate after the embedding layer, controlling
all adapters, falls short of LSL’s per-matrix gates in both learning and retention. Here we discuss
further alternatives. A single gate at an intermediate layer would see contextual features, but adapters
below that layer need its decision before it is computed, requiring an additional forward pass through
the preceding layers; per-matrix gates obtain contextual decisions in a single pass. Finally, we avoid
per-sequence gating: a sequence, and more generally a stream, can mix data from several domains
without given boundaries, and only per-token decisions can follow such changes.

H UNION OF SPHERES - RADIUS CALIBRATION

The supportM is defined using a predefined radius r with respect to the representative subset. We
find that a global r for all UoS gates does not perform well due to the different dimensions (e.g.
the dimension of the down projection matrix of the MLP is about 4 times larger than the dimension
of the other matrices), and different input distributions between layers. To find the optimal r per
gate we propose a one-time calibration process, detailed below. The algorithm relies on two sets
of points: A small set from the current phase’s data, and a small random sample from the generic
pre-training data. We first record the activations of the pre-trained model for both sets. Then, per
gate, we compute a ROC curve for different values of r (see example in Fig. 12). Notice that there
are several curves per gate - each one is for a different compaction ratio - namely, different values
for the upper limit of number of representatives M . The optimal r is the one that gives the maximal
compaction rate under the constraint that it is above a global TPR threshold and below a global FPR
threshold. For our experiment we found that TPRTH = 0.17,FPRTH = 0.03 gives optimal results.
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Figure 12: ROC Curves for UoS Radius Calibration. We show two representative curves, one for
the gate projection (left) and one for the down projection (right), both in layer 17. Each curve color
indicates different compaction rates (dictated by the maximal value of representative points M). The
selected radius is the one with the maximal compaction rate, subject to being within the allowed
TPR,FPR region (defined globally for all gates).

Cybersecurity

Input
Describe an approach to enhance Static Analysis for Dormant Malware Signatures on resource-constrained IoT
endpoints with a constrained SOC headcount?

Output

Enhancing static analysis for dormant malware signatures on resource-constrained IoT endpoints requires a
multi-layered strategy that optimizes computational efficiency while maintaining detection efficacy. The NIST
Cybersecurity Framework’s Detect function (DE.CM-1) emphasizes continuous monitoring, which is particularly
challenging in constrained environments …

English → Igbo Translation

Input The story goes that this incident occurred at the residence of the twin brothers in Rumukpakani on May 17, 2018.

Output Akụkọ kwuru na ihe a mere n’akụkụ ụlọọrụ ndị uweojii dị na Rumukpakani n’ụbọchị 17 Mee, 2018.

Chemistry

Input
Assuming absolute perfection, what is the projected yield for the chemical transformation represented by the SMILES
code ClCCOC(c1ccccc1)c1ccc(Cl)cc1.C1CNCCN1>>Clc1ccc(C(OCCN2CCNCC2)c2ccccc2)cc1?

Output
In an ideal setting, ClCCOC(c1ccccc1)c1ccc(Cl)cc1, C1CNCCN1 are transformed into
Clc1ccc(C(OCCN2CCNCC2)c2ccccc2)cc1 in the reaction, with an expected yield of 73.0.

Figure 13: Samples from the finetuning datasets.

23


	Introduction
	Related Work
	Formulation and Problem Investigation
	Method
	Experimental Results
	Post-Training with Local Support Learning
	Ablations

	Conclusion
	Extended Related Work
	Complexity and Acceleration
	Explaining OP-LoRA's Performance
	Implementation Details
	Theoretical Motivation - Full Derivation
	Formulation
	The gate's training objective is blind to the excess
	Controlling what the objective cannot control

	Fitting the GMM and the Weight Adapter
	Why per-matrix gates? - Extended Discussion
	Union of Spheres - Radius Calibration

